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1. Introduction
Decisions are often made by groups. One of the reasons for this phenomenon is that groups are supposed to make better decisions than an individual. One possible explanation for this thought is that grouping individuals will lead to a more balanced information search. However, the factors that influence the quality of the group decision making process are diverse. For example, individuals within the group might feel less responsible for the decision made. Also, individuals who become member of a committee might have different incentives than optimizing the social value. 
Economists try to get insight in the group decision making process. They use theoretical models to predict the behavior of group members under different circumstances. The goal of these theoretical predictions is to design the decision making process in such way that the most accurate decisions will be taken. An important question that underlies these analyses is how to prevent the decision making process from being distorted by the self-interests of the individual members of the group. One part of these ‘self-interests’ could include reputational concerns, which can be described as the concern of committee member about what other people belief about his capabilities. When these concerns conflict with project value considerations, these concerns might influence the quality of the decision made. 

Several authors study the effects of reputational concerns, as will be showed in section 2.5. However, these studies investigate the effects of reputational concerns from committee members towards ‘the outside world’. In this thesis, I introduce a model which provides insights in the effects of introducing internal reputational concerns. The model captures the awareness of members to build or lose reputation within the committee. I investigate how the behavior of a committee member will be affected by introducing concerns about internal reputation. 
First, related literature on group decision making will be discussed in section2. In section 3, the model will be introduced. In this model, members of a committee have to decide about implementing a project or remaining the status quo. First, I study the behavior of members without any reputational concerns. Then, I compare this situation to the situation where internal reputational concerns are introduced. In section 4, the consequences of different variations on the model are discussed. Section 5 finishes with some concluding remarks. 



2. Related literature

2.1 introduction
In this chapter I give an overview of literature that relates to the topic of group decision making. Section 2.2 focuses on the differences in decision making processes between groups and individuals. Section 2.3 considers factors that might influence the quality of group decisions. Section 2.4 mentions the impact of different voting rules and communication on the quality of the decision making process. Section 2.5 discusses the influence of reputational concerns during a group decision making process. An alternative form of group decision making is mentioned in section 2.6. Section2.7 closes the chapter by giving a conclusion.  

2.2 group versus individual decision making
Important decisions are usually made by groups. This suggests that the group decision making process has major advantages over the individual decision making process. The most common known reason is that groups are supposed to be able to combine a variety of different individual preferences into the decision making process (Davis J. , 1973). 
The idea behind this thought is that an individual will search information that matches his preferences, since people like data that supports their own preference over information that conflicts with it (Frey, 1986). The information search by an individual is therefore likely to be biased toward a specific alternative. Within the group, the information searched by individuals is pooled, leading to a more balanced decision process than in the individual case (Schultz-Hardt, Frey, Luthgens, & Moscovici, 2000). Also the opportunity to exchange information and having discussions before making a decision lead to a decision that is based on more and better information (Visser & Swank, 2007).

Empirical research also supports this claim. In an experiment where individuals were supposed to analyze the same dataset, the hypothesis that groups outperform individuals was strongly supported (Blinder & Morgan, 2000). A study that investigated the behavior of monetary policy committees showed that committees produce smoother inflation paths than individuals (Sibert, 2003). In this study, individuals voted in the public’s best interest in order to gain reputation within the group and increase ones credibility for later decisions[footnoteRef:1].  [1:  This is only true when the future is sufficient important for this individual. The goal is to gain reputation, i.e. to let the other members believe that you are of the ‘good’ type. During the next decision, this behavior increases the probability that a member credibly can convince other member to vote in favor of inflation shock. More on reputation in section 1.5.] 


The downside of the group decision making process is that responsibilities diffuse across the members of the group. Individual group members do not feel fully responsible for the decisions that are made. Groups therefore in general may take riskier decisions (Davis J. , 1973). Further, when gathering information is costly, members may become free-riders and base their opinion on the information of other members (Visser & Swank, 2007).   Members do not like to mention personal information that conflicts with the information of other group members. This tendency to conform and to free-ride reduces the predicted advantages of information aggregation within groups. 

The performance of groups in the decision making process is dependent on many factors, like group size, composition of the group and the setting in which the decision is made. These factors are discussed in the next section. 

2.3 group size, group composition and information acquisition
2.3.1 group size
The size of committees and other groups that make decisions varies a lot. For example, the Supervisory Board of ‘De Nederlandsche Bank’ consists of 10 members[footnoteRef:2]. Parliamentary committees of the European Parliament consist of up to 76 members[footnoteRef:3]. This subsection gives an overview of the consequences of group size on decision making. [2:  http://www.dnb.nl/over-dnb/organisatie/raad-van-commissarissen-en-bankraad/index.jsp]  [3:  http://www.europarl.europa.eu/parliament/public/staticDisplay.do?id=45&pageRank=5&language=EN] 


According to the Condorcet Jury Theorem, the probability of an appropriate decision converges to 1 when the amount of members goes to infinity (Gerling, Gruener, Kiel, & Schulte, 2005). The intuition behind this theorem is that “more individuals” implies “more knowledge”. This theorem can be modified by showing that when member judgments are correlated, the relative advantage of adding more individuals to the group decreases in the size of the group (Sorkin et al. 2001). Overlapping knowledge reduces the additional value of a new member. Also the efficiency of the group performance decreases when group size increases. It is more time consuming and more complex to combine all different judgments of individual members (Sorkin, Hays, & West, 2001). 

Adding more individuals to a group will only be beneficial for the decision making process if sincere communication among members occurs (Meirowitz 2007). Only then proper accumulation of information is possible. According to this author, members will sincerely reveal their information as long as they believe that the majority of other members have the same preferences. Thus, adding a few more members can destroy or generate sincere revelation of personal information, depending of the belief about the preferences of other members in the group.
When manipulation of personal information is not possible, bigger groups are supposed to improve the knowledge available within the group. This can be illustrated with a group of experts, where information is ‘common knowledge’ or easily verifiable among experts. Manipulating data in this setup would harm your reputation as an expert (Visser and Swank 2007). In section 1.5 reputational concerns are further discussed. These authors show further that when manipulation is possible, distortion of the decision takes more effort for the members when group size increases. As a result, it becomes less attractive.

2.3.2 group composition
When the group consists of a larger diversity of individuals, conflicts may arise. Conflicts among group members reduce the efficiency of information aggregation (Li, Rosen, & Suen, 2001). The information aggregation process is distorted when the members manipulate their messages about their private information. The decision making quality will be poorer in case other members base their final vote on manipulated information. 
However, differences in initial information might also be beneficial for the group decision quality (Li et al. 2001). The authors show that members with greater expertise or high-quality data are more often decisive. This is because other members take advantage of the data of this better informed member. This result may in some situation outweigh the distortive effect of information manipulation resulting from different preferences.

2.3.3 information acquisition
To what extent agents have to exert effort to get informed matter for the behavior of group members in the decision process. When members have to exert costly effort in order to obtain information, information is endogenous. This section focuses on the effects of endogenous information on the behavior of agents within a committee.

When information gathering is costly, information is underprovided relative to the social optimum (Persico 2004). The incentive to get informed diminishes as the costs of gathering information rise. In case of noisy information, this effect will even be more present. Also, the less influence an individual expects to have on the final decision, the less incentive this member has to invest in noisy information. Instead, members will base their votes on the information of other members, inducing free-rider behavior. 
Heterogeneity in preferences of group members might prevent the free-riding problem. Members who want to convince other members will exert more effort in order to gather information that supports their statement. So, heterogeneity can provide incentives to gather information when effort costs are sufficiently high (Cai, 2009)[footnoteRef:4]. [4:  Cai (2009) described the situation of an informational committee. This committee should inform the firm, without taking the final decision. Important to notice is that the author assumes that the committee members discover their exact policy preferences during the information gathering process. In other committees, members may already have their preferences, and doesn’t have to exert effort in order convince (or manipulate) other members. ] 

Another mechanism to prevent members from free-riding is conservatism (Li 2001). A decision rule that leads to over-cautiousness towards the alternative favored by the group would make information become more valuable towards the members. This conservatism towards the most liked alternative gives members an incentive to invest in information. For committees of multiple agents the optimal degree of conservatism would always be positive.

2.4 decision rules 
Self-interested behavior of group members can reduce the quality of the group decision making process. Decision rules are supposed to limit the distortive behavior of individual group members. Examples are majority voting and voting by unanimity. In this section I focus on the efficiency by which various voting rules aggregate information. After that I consider the effects of communication before voting.
 
2.4.1 voting rules 
The aim of a voting rule is to filter out strategic misrepresentation of the information available (Li, Rosen, & Suen, 2001). The voting rule must be adjusted to the situation. The more aligned the preferences of the members, the less strict the rules can be. Votes should be based on the information that the individual group members have. To prevent members to mimic each other and thereby ignoring their own information, votes are cast simultaneously instead of sequentially (Visser & Swank, 2007). 

According to the Condorcet Jury Theorem, individuals vote in a group like they would do when they had been alone. This implies that members are supposed to vote according to their own signal and in the best interest of the final decision. However, sincere voting by individuals within a group is generally not rational (Austen-Smith and Banks, 1996). Sincere voting is in this case defined as ‘voting in which each individual selects the alternative yielding his or her highest expected payoff conditional to their signal’. 
The authors illustrate this by describing the voting behavior of a three-member group. They have a binary choice, and are biased towards a specific alternative. Each member obtains a signal about the value of the different alternative and votes by majority. An individual will only be influenctial when the other two members received two opposing signals. When member 3 beliefs that his vote is pivotal, the third member will choose the alternative of his bias, irrespective of the value of his own signal. He bases his vote on the belief that one of the other members had received a signal that favors the alternative he liked most. When players anticipate on this behavior, sincere voting by all individuals is not rational (Austen-Smith & Banks, 1996).
This example suggests that anticipating rational behavior deters members from sincere decision making. The quality of the decision making process can be improved when the voting rule is adjusted to the situation (Li Rosen and Suen, 2001). For example, when a possibility to abstain from voting is introduced, it allows members of the group to signal that one’s data is inconclusive, and thereby reduces harmful strategic manipulation. 

Majority rule is superior with respect to the quality of committee decisions and the quality of the debate it induces (Austen-Smith and Feddersen, 2002). This is due to the character of majority voting. Majority rules balance the incentives of the members who are biased in favor or against the status quo. Unanimity biases the decision toward status quo, and members who are biased against the status quo have strong incentives to manipulate information. 
The choice of the voting rule should be related to the accuracy of the available information (Persico, 2004). A voting rule that requires a large plurality can only be optimal if the information available to each committee member is sufficiently accurate. For example, unanimity requires the largest amount of plurality. A member can only influence the final decision in case all other members vote in favor. This is generally not likely to be the case. Investing in information might become attractive when this information is very accurate. 

In the context of jury trials, the effects of unanimous jury verdicts might induce jurors to ignore their private assessment (Feddersen and Pesendorfer, 1998). If unanimity is required for convicting the suspect, being pivotal means that all other jurors agree to convict. This could finally lead to the conviction of an innocent suspect. The authors concluded that when jurors vote strategically, any other supermajority rule is more appropriate than unanimity in order to reduce the probability of convicting the innocent or acquitting the guilty (Feddersen & Pesendorfer, 1998). 
When the risk of mistrial is taken into account, the opposite could be the case.[footnoteRef:5] When there is the possibility for the jurors to communicate before the actual voting round, and when the members have identical preferences, the unanimity rule will result in a full information-revealing debate (Coughlan, 2000). The intuition behind this statement is that jurors want to prevent a mistrial. Being pivotal requires knowledge about the presence of identical preferences. When this member receives a signal of guilt the probability that every other juror voted for convict is higher than that they vote for acquittal. So voting informatively is the best option for the juror, and reduces the risk of making a mistake (Coughlan, 2000). The more the decision rule moves to unanimity, the lower the risk of making mistakes.  [5:  Coughlan (2000) describes the event of mistrial as follows: ‘Without a unanimous vote, there is a hung jury. If the hung jury situation persists through deliberations, a mistrial is declared, and a new trial can be expected to take place.’] 


Depending on the voting rule, group members are inclined to vote strategically rather than informatively or sincerely. Depending on the context, the unanimity or majority rule can induce members to gather information and to vote as intended. A voting rule that optimally provided incentives to invest in information aggregates this information suboptimal (Gerardi and Yariv, 2008). There is a trade-off between the amount of members and the voting rule, and the chosen device should be the result of a cost-benefit analysis. 

2.4.2 communication before voting
During a communication round, members can exchange their personal information. After this stage, the individual members of the group can update their beliefs about what would be the best option. Members use the messages of other members to resolve conflicts between personal information and preferences (Doraszelski et al., 2003). The authors concluded that communication and voting can be seen as perfect substitutes. Information that is not transmitted in the communication phase will be aggregated in the voting stage. 
However, communication before voting may lead to distortions in the decision making process. When information is manipulated during deliberation, the votes will be based on partly incorrect information. This reduces the quality of the final decision. Earlier, it was mentioned that whether members will manipulate information depends on the beliefs about preferences within the group (Meirowitz, 2007). 

Which voting rule is optimal to induce valuable debates depends on the preferences within the group. Under identical preferences, unanimity will result in full revelation of information (Coughlan, 2000). In case of heterogeneous preferences, showed that full information sharing is only possible under majority rules (Austen-Smith and Feddersen, 2006). As long as information is sufficiently accurate, members under majority rule will believe that it is likely that other members have observed the same information. Misrepresenting your information would not have the desired effect in this case (Austen-Smith & Feddersen, 2006).
As long as members do not have strict preferences the result of deliberation is that all intermediate voting rules generate equivalent outcomes. Deliberation does in this case not play any role in the outcome of the voting round (Gerardi & Yariv, 2007). 

Finally, the timing of the communication is important. Especially under majority voting, it is possible that not everyone is sufficiently aware of the information available at the time the voting round begins (Neilson & Winter, 2007). Under anonymity, this is less problematic because the pivotal voter will also be the one that is least likely to be influenced by others. 

2.5 the role of reputation in the decision making process
When agents care about their reputation, this could have impact on the decision making process (Visser and Swank, 2007). Reputation can be defined as ‘the belief that the market holds that a member is smart’. But also different interpretations can be given to reputation, like the reputation of being an independent thinker. Committee members may care about their reputation for example because they can be replaced after the first period. In this section I focus on what the effects of reputational concerns may be on the behavior of group members during the decision making process.

The reason why reputational concerns may influence the decision making process is that reputation is vulnerable. In an advisory setting, reputation is rapidly formed and asymmetrically revised (Yaniv and Kleinberger, 2000). In other words, it is easier to loose a reputation than to gain one. This finding is closely related to the psychological literature, which shows that negative information is perceived as more diagnostic than positive information (Skowronski & Carlston, 1989). A survey shows that negative information reduces the confidence and trust in a person far more than that positive information serves to increase it (Slovic, 1993). Since gaining reputation is difficult and losing reputation easy, members of a committee who have strong reputational concerns will behave differently from members who don’t. (Yaniv & Kleinberger, 2000)



2.5.1 effects of reputational concerns on the behavior of individuals
Reputational concerns could have different impact on the behavior of individuals. A manager who is concerned about his reputation may become more risk averse than is optimal for the firm. This is due to the negative effect on reputation that follows upon failure (Holmstrom, 1999). 
In line with these findings, the different impacts of reputation on behavior between young and experienced managers can be distinguished. Young managers responded too much on new information about a project in order to show trust in their competence. In contrast, an experienced manager responded too little to new information, as doing otherwise would upset the belief that his previous actions had been correct (Prendergast & Stole, 1996).
In the setting of a repeated advisory model, a principal may benefit from the reputational concerns of the agent (Morris, 2001). They will give incentives to an agent to give less biased advice. This is based on the assumption that he will be perceived as a good advisor. 
In contrast, reputation may induce a good advisor to give politically correct answers rather than sincere advice. It depends on which effect is stronger whether reputational concerns could be beneficial to the principal. Further, reputational concerns may lead the agent to exert more effort. This is especially true when the smart agent wants to distinguish himself from the dumb agents. There are some drawbacks however. It can also lead an agent who knows he is dumb to distort the project implementation decision since, by assumption, exerting effort for a dump agent is to no benefit. Also, when agents do not know whether they are smart or dumb, strong reputational concerns may discourage agents to participate. When types are unknown, the benefits of exerting high levels of effort are also unsure (Suurmond, Swank, & Visser, 2004).

2.5.2 the effect of reputation on the behavior in groups
In the group decision process, we can distinguish between the reputation of the group as a whole and the reputation of individual group members. There could be interplay between group reputation and individual reputation. Individual members can benefit from the reputation of the group as a whole. There are possible spill-over effects when some members of the group exert high levels of effort (Levin, 2009). This subsection discusses the implications of reputational concerns within groups.

One positive effect of reputational concerns within groups is that this might lead to better decisions. For example, it is studied that monetary policy committees produce smoother inflation paths than individuals (Sibert, 2003). These smoother paths lead to higher expected welfare. The author argues that opportunistic decision makers will have incentives to vote against inflation in order to gain reputation within the group. In the long term, however, opportunistic members will use this reputation to vote for inflation later on, without being perceived as an opportunist.  Of course, this is only the case when the future is sufficiently important.

The consequences of reputational concerns depend on whether it is possible to manipulate information. A committee formed by experts wants to show a united front (Visser & Swank, 2007). Disagreements within the committee would imply incompetence of experts within the committee. This can be illustrated with the implications of unanimity requirement. When unanimity is reached, people know that the members views concur, which is good for their reputation. Reputational concerns may give incentives to choose for implementation of a project in order to show a united front, even if the status quo would possibly be the better alternative.
Members who are most concerned about their reputation will have the strongest incentives to downplay negative information and present positive information instead. Members who are least concerned about their reputation may think that they are not influential enough to influence the final decision and become uncritical. This will not motivate them from revealing their private information truthfully in the communication stage (Visser & Swank, 2007).

These findings have implications for the most appropriate voting rule. In case that information cannot be manipulated, unanimity is the best alternative. In that case, the member who is least interested in his reputation is made decisive. This person is least inclined to give up project value for a better reputation. When manipulation of information is possible, unanimity is not necessarily the best option. There is a trade-off: When the voting rule moves toward majority voting, better information sharing takes places in the communication round. But this makes also a member decisive whose interest is partly influenced by reputational concerns (Visser & Swank, 2007).

2.5.3 transparence versus secretion
Transparent committees are often assumed to act more in line with the public interests. However, when reputational concerns are at hand, secretion may give the members more room for discussions without being perceived as incompetent. 

Transparency may cause uninformed members to mimic informed types in order to gain reputation. When the process would be secretive, they would abstain. There is a trade-off: transparency makes better selection of members possible, but secretion gives room for better discussions (Gersbach & Hahn, 2001). 
Secretive procedures can also have negative effects on the decision quality. For example, when in the secretive case unanimity is reached, the outside world knows that every member has voted in favor of the plan (Levy, 2007). A member can prevent this clarity towards the outside world by voting against the plan. This adds noise to the signal that is communicated to the outside world. When it turns out not to be best decision, members can blame each other, reducing the damage of their individual reputation. According to this author, simple majority is the best voting rule in case of secretion. Because under simple majority there is no differential learning from the group’s decision, and the model becomes analogous to the transparent one (Levy, 2007).

When it is not possible to manipulate information, transparency can solve harmful strategic voting. Making the communication and voting stage public induce members to act fully in line with the public’s interest (Visser & Swank, 2007). Because transparency fixes the reputations at the end of the communication stage, it is not longer possible to influence reputation at the voting stage. So, during the voting stage member will solely choose the first best option from a project value perspective. 
Following the authors, in an expert committee environment, manipulating information could also harm the reputation of a member in case other members are sincere. 

An additional risk of requiring transparency during the group decision making process is that it may give rise to pre-meetings, which are not transparent (Swank, Visser, & Swank, 2008). This can negate the benefits of making the decision making procedures transparent. The authors support this with evidence from the U.S. Federal Open Market Committee in the United States (FOMC). 

2.6 authoritative decision making
Until now, I focused on a group decision process were all members are more or less evenly important. There is another possibility in which groups can reach decisions. Authoritative decision making is a way of making decisions in which one member of the group has the final right to take the decision. In this section, I will shortly mention the consequences of this structure of group decision making.

Since one person has the final decision right, only the members who are convinced that they can influence the leader will come up with their alternative proposal. Besides that, the leader will have limited incentives to distort his own information about the project, because he finally decides anyways. Authoritative decision making would therefore reduce rent-seeking discussions, which only goal is to move rents from one agent to the other without having impact on the quality of the decision (Dessein, 2007).
Empirical research supports the positive effects of authoritative decision making on group performance. One example is a study that focuses on the decisions making process within professional string orchestras. In these orchestras, every single member can theoretically stop the rehearsals. However, in most successful quartets the first violinist has de facto authority. Less successful quartets complain about the fact that they want their first violinist to act more authoritative (Murnighan and Colon, 1991). 
This illustrative example shows that group decision processes can also be designed in other ways than by voting rules, communication rounds or the degree of transparency. However, most committees are created especially to induce information aggregation by a variety of members. In these committees, the authoritative way of operating seems not the most appropriate one.

2.7 conclusion
When making decisions, groups are supposed to perform a more balanced information search. However, the diffusion of responsibility among all group members may induce members to feel less responsible for the decision made. In combination with a costly information search and an increase in group size, this could result in free-riding behavior. Heterogeneity may induce conflicts and give rise to manipulative behavior. 
Decision rules can limit strategic behavior of group members and provide incentives to gather information. The more aligned the members, the less strict the rule can be. When the voting rule moves toward majority, better the information sharing takes places in the communication round, but it also makes a member decisive whose interest is partly influenced by reputational concerns.
Communication before voting improves the quality of the decision making process as long as it is sincere. Reputational concerns may give members incentives to give up project value in order to enhance reputation.

This literature overview gives insight in the problems of the group decision process. It mentions ways of dealing with the difficulties that deter groups from making the best possible decisions. It was however impossible to draw unambiguous conclusions, because different authors based their result on different assumptions and settings. There are also issues that are not addressed so far. For example, when reputation is taken into account, it concerns the external reputation of group members. Members use the group in order to enhance reputation to outsiders. But persons may also have reputational concerns within the group. In the next chapter I introduce a model of group decision making that incorporates internal reputation. 

3. The model

3.1 introduction
In the previous chapter, I summarized important factors that may influence the quality of a group decision making process. However, the reputational concern of individual members within the group was not taken into account. In this chapter, I will introduce a model that captures internal reputation. The model is based on the model of Visser and Swank (2007). 
In the model that I will present, reputation is defined as the belief that other members of the committee hold about the ability of a fellow member to make proper decisions. The aim of this model is to get insight in the consequences of internal reputational concerns for the group decision process. Section 3.2 starts with giving a description of the model. Section3.3 considers how first-best behavior should look like. Section 3.4 elaborates the model with respect to the behavior of members that do not care about their internal reputation. Section 3.5 considers the effect adding internal reputational concerns into the decision making process. Section 3.6 ends up by giving a conclusion.

3.2 description of the model
The model I present in this chapter is based on the situation in which a committee has to decide whether or not to implement a project. The decision is taken by a group of  persons. The project is denoted by . If , than the project is implemented. If , than the status quo is maintained. The agents will vote in order to decide. This vote is based on the belief of the members about the value of the project. This value depends on the state of the world, denoted by u. This state could either be low or high, . Both states are equally likely, so that  ½. 
The value of the project is denoted by . Parameter  is the initial value of the project without any additional information. The term  is stochastic; its value depends on the state of the world. When the state of the world is high,  takes the value h. When the state of the world is low,  takes the value . So, . I assume that the project is initially not worth implementing, .  This implies that without information that the state of the world is good the status quo should be remained from a project value maximizing perspective. When the status quo is remained the project payoff is zero.

The members of the committee receive a signal that may reveal something about the state of the world. The agents have to exert effort in order to receive this signal. The effort exerted by agent  is denoted by . The signal that an agent receives about the state of the world can either be ‘good’ or ‘bad’,  . In case the signal is informative, a bad signal implies that the state of the world is low, and vice versa. 
It depends on the ability of the agent how informative the signal is. I assume that there are two types of agents: high ability agents and low ability agents,  {. The ability type influences the informational value of the signal that the member can obtain. The probability that an agent of low ability receives an informative signal is equal to ½. The probability that an agent of high ability receives an informative signal is ½ . So only the high ability member increases the probability that his signal is informative by exerting more effort. More formally:

Pr( = Pr( 
Pr( = Pr(

The probability that an agent is of high ability is equal to , Pr(  . Agents do not know their own ability level, but do know that the prior probability of being of the high ability type is . The probability that the signal is informative could by definition never become larger than 1.  So, by definition .

After an agent received his signal, he sends a message to all members. This message can either be ‘good’ or ‘bad’, mi  . If a member sends a message that corresponds with the signal he obtained, then this message is defined as a ‘sincere’ message. In case a member misrepresents his signal, I define this as sending an ‘insincere’ message. After all members have sent their messages, a message pool is created. After the messages are sent, each member casts a vote, , where voting to implement the project is denoted by  and voting to remain the status quo is denoted by  . 

The voting rule determines . The voting rule is denoted by the positive integer , representing a minimum of votes needed to implement the project. When , unanimity is required in order to implement the project. In case  majority is required. The amount of votes in favor of implementation is denoted by . At the end, the messages and votes that are casts are common knowledge.

Each agent behaves according to his objective function. This function captures the factors the agent cares about. An agent  is supposed to care about project value, about his internal reputation and the cost of exerting effort. 
I define internal reputation as the circumstance in which a committee member cares about which belief fellow members hold about his ability type. The utility of an internal reputational concerned member is influenced by the belief that other members hold about the ability type of this member. In a 2-person committee, this would mean that the internal reputation of member 1 is influenced by the belief member j has on the ability level of member i. It is important to separate this from another possible interpretation of internal reputation, namely the view of a member on his own ability level. Behavior could harm the view a members have about himself, where it could at the same time positively influence the views on ability of fellow members. When using the term ‘internal reputation’ in this and following chapters, I mean the view of other members of the committee on the ability level of a fellow member. 

The objective function of agent  is represented by:

 

The term  denotes the project value. The parameter represents the relative weight that the agent attaches to the value  of the project, which depends on whether the project  is implemented and the state of the world. Internal reputation is captured by the term. In this term, parameter represents the relative weight the agent attaches to his internal reputation. Both values and  are strictly positive. The term  captures the posterior probability that member i is able, conditional on the messages and votes of other members. The bold face letters indicate vectors:  and  representing the messages and votes of all the group members. The set of  are the conjectured messages and votes on which the committee members will determine the value of . It is the factual outcome set of the messages and votes sent during the decision making process. As soon as the messages and votes are casts, this set is fixed. So, this term does not say anything about the messaging and voting strategies of the members. The updated belief  is equal to , representing the posterior probability that a member is of high ability, given the observed messages and votes of all group members. The cost of effort is denoted by  and is assumed to be strictly convex. The cost function satisfies,  and  

This objective function allows members to have heterogeneous preferences about the reputation and the project value. An important difference with models that capture external reputational concerns is that in the internal reputation case, the final implementation decision ‘x’ does not necessarily play a role in the updated beliefs the members hold about the perceived ability of a fellow member. Since the final decision is the outcome of the group process, the individual reputation within the group is based on the choices that an individual member makes in order to contribute to the final decision. 

In the following sections, I will analyze the behavior during the messaging and voting round and check whether members have incentives to deviate from first-best behavior as described in section 3.3. After that, I will investigate how many effort the agent will exert in equilibrium, and how this effort choice depend on the variables in the model.

3.3 first-best behavior during the decision making process.
In the ideal situation, committee members behave in such way that the project value is maximized. To do so, all members exert effort to get informed about the state of the world. As a consequence, the members receive informative signals. The more effort members exert and the higher the probability, the more likely it is that the obtained signal represents the real state of the world. During the messaging round, members sincerely send messages, so that the message pool contains the set of signals that is obtained by the individual members. When a member receives a ‘good’ signal, this member sends also a ‘good’ message. In case a member receives a ‘bad’ signal, this member sends a ‘bad’ message during the messaging round. During the voting round, the members vote is based on the expected project payoff. When the calculated expected payoff of the project is negative, members vote to remain the status quo. In case the expected project payoff is positive, members vote to implement the project. The higher the probability that the members are highly able, and the more effort members exert, the more accurate the final decision becomes. 

Proposition 1 First-best behavior in a decision making process consists of sending sincere messages, and voting according to the expected payoff that results from the message pool.
As long as  and , members behave first-best as long as their messaging strategy satisfies:

and their voting strategy satisfies:


This first-best behavior is fictive behavior that is expected to lead to the best possible decision making. In the next section, I will investigate whether this first-best behavior is part of the equilibrium behavior of members without reputational concerns based on the model that is introduced in section 3.2.

3.4 behavior of committee members without reputational concerns
Before looking to the situation where members care about their internal reputation, I consider the situation where a member solely cares about project value. The objective function of a member without reputational concerns is:

 

To find out how a member will behave during the decision making process without reputational concerns, I introduce a 2 person committee. This small size makes it possible to get insight in the behavioral incentives of members. During the analysis, I assume that both members are identical so they behave the same. First, I describe how first-best behavior theoretically would look like. Assuming that member behave first-best, I check whether members have incentives to deviate from behaving first-best during the decision making process. After this, I investigate how the equilibrium level of effort by members is dependent on the variables of the model. 

3.4.1 messaging and voting behavior
After an agent received a signal, he will have to send a message during the messaging round. A member can choose to send a message that concurs with the signal he receives, or to send a message that is different from the signal received. 
Suppose member 1 receives signal ‘good’. Suppose further that there is a positive probability that the signal received is informative, thus that  and . If a member receives a signal ‘good’, then the probability that the state of the world u is ‘high’ is higher than the probability that the state of the world is ‘low’. If a member receives a signal ‘bad’, then the probability that the state of the world is ‘bad’ is higher than the probability that the state of the world is ‘high’:



Since the expected value of the project is related to the state of the world, this implies that receiving a ‘good’ signal makes it more likely that the project is worthy to implement than in case of receiving a ‘bad’ signal: 



An implemented project in case the state of the world turns out to be ‘low’ leads to a lower utility than in case the state of the world turns out to be ‘high’. The consequence of sending a message is that this message becomes part of a message pool that will be used by the members of the committee to decide upon their vote. In this way, it is possible that the message of a member influences the outcome of the voting round. Therefore, in case a member cares only about project value and expects the state of the world to be negative due to a signal ‘bad’, sending a ‘bad’ message is the best strategy alternative for a member. 
This can be illustrated as follows. Suppose that member 1 receives a ‘bad’ signal and that  and . Sending a ‘good’ signal will make his fellow member thinks that you received a ‘good’ signal. When considering the messages in the message pool, this could finally lead to the implementation of a project that is expected to have negative payoff. So, if there is a probability that the signal is informative and a member sends an insincere message, then this would distort the decision process and negatively influence the final utility of this member. Similarly, sending a ‘bad’ message in case of a ‘good’ signal would lead to the situation in which the status quo could be remained due to this message while member 1 expected the project to have a positive payoff. If the status quo is maintained, then member 1 would be ex post better off by being sincere. Conversely, being sincere will not lead to such scenarios. This leads to the conclusion that the expected utility of being sincere is higher than the expected utility of misrepresenting information. Thus, the expected utility of sending a sincere message is higher than the utility of sending an insincere message:

 and 

During the voting round, members will cast their votes in favor of implementation or in favor of remaining the status quo. The vote will be based on their signal, and the messages accumulated in the message pool. To decide which vote to cast, a rational member who strives to maximize the project value will calculate the expected value of  given the different messages in the message pool. If   is expected to take the value ‘h’, than voting for implementation is first-best from a project value maximizing perspective. If  is expected to take the value ‘–h’, than voting for remaining the status quo is first-best from a project value maximizing perspective. Voting different from this first-best voting strategy will result in a lower expected utility for the members. 
Take for example the situation in which a member deduces from the message pool that the expected project value is negative. By voting in favor of implementation this member takes the risk that the project is indeed implemented. In other words, by deviating from voting first-best the member accepts a lower expected utility where this member actually have the knowledge to do better (as long as  and ). By voting first best, a member maximizes the probability that he succeeds in maximizing his utility. 
So, when members solely care about project value, than they will vote to implement the project when the expected payoff is positive. Similarly, a member will vote for remaining the status quo in case the project is expected to have a negative payoff. This leads to the following proposition:

Proposition 2: An equilibrium exists where members without reputational concerns communicate and vote first-best:
As long as  and hold that in a 2-person committee member 1 has no incentive to deviate from sincere messaging, since  and  which follows out of  and  implying  and that member 1 has no incentive to deviate from first-best voting, since: 





This proposition shows that a member who only cares about the project value will not have an incentive to deviate from first-best messaging and voting behavior as long as there is some possibility of being highly able and by exerting some level of effort. 

3.4.2 effort level choice
Until now, we saw that members will behave sincere during the messaging round and vote first-best from a project value maximizing perspective. An important assumption thereby was that members exert some level of effort. This was necessary because otherwise the signal obtained by the member would not contain any information about the state of the world. Members have to decide how much effort they exert before entering the meeting. Because exerting effort is a ‘cost’ in the utility functions of the members, the member has to expect some positive benefits from exerting this effort. These benefits have to compensate for the disutility of effort. Therefore, a member will base his effort level on the expected consequences of exerting this effort. 
Assuming that majority is needed for implement the project, and that the members behave first-best, a member receives only a positive payoff of implementing the project in case he and his fellow member receive both a signal ‘good’. In case of remaining the status quo, the costs of exerting effort are not compensated by any positive value of the project. A member is therefore only prepared to exert effort if there is a positive probability that the project is implemented. Member 1 will maximize his utility function to effort in order to determine his equilibrium level of effort:



By deriving the first-order condition of the expected utility function to effort for member 1, it is possible to investigate how the optimal effort level will react on changes in other variables. This first-order condition becomes:


From this condition, it can be concluded that effort level is positively depended on h,  and . The optimal level of effort level of member 1 in equilibrium can be found by optimizing  after substituting  for the best-reply equilibrium level of effort of member 2. Doing so leads to the following proposition:

Proposition 3: Since the first-order condition equals , the best-reply equilibrium level of effort of member 1 depends positively on , , h and p. The optimal equilibrium level of effort of member 1  equals . 
When the project becomes more attractive, an increase in  would also lead to an increase in . The larger the probability of being highly able, the more effort member 1 will exert in order to get informed. Since and   is a maximum point for . The value of  is positive as long as hold that . 

So, in optimum, member 1 exerts a positive level of effort as long as . Further, the best-reply function shows the relation between different variable and the impact on the expected utility of exerting effort. The positive relationships can be explained as follows. If the value of expected project value is high (denoted by h) increases, then the benefits of implementing the project become larger. As a result, a member is willing to exert more effort to prevent a project from not being implemented, when with more accurate information it should have been implemented. If the value of h increases, than it becomes more valuable for a member to search for evidence that the project is worth implementing. However, the probability of getting an more accurate signal due to exerting more effort depends on . An increase in  also means an increase in the probability that effort leads to a more accurate signal. Further, the value of p was assumed to be less than zero. The more negative the initial value, the less motivated member 1 is to exert effort. Remaining the status quo becomes more attractive as a safe option. It lowers the overall benefits of implementing the project. This effect is weakened when the values of h,  and  increases. 
A more surprising result is the positive relationship between  and . An increase in effort level of the other member leads to more marginal benefits of exerting more effort for member 1. This result seems to conflict with the free-riding theory. Next subsection, I focus on the how this could be explained.

3.4.3 free-riding and the best-reply equilibrium level of effort
One might expect a negative relationship between the effort level of member 1 and member 2, because information is a public good and gathering information is costly. When every member can access the same information and the probability of being highly able is high, why would a member exert costly effort to obtain information when his fellow member already does so? Especially in case the interests of both members are perfectly aligned, one would expect that members would free-ride on the information gathered by a fellow member. Also the fact that the signal is expected to be noisy would discourage members to exert high levels of effort themselves to obtain a probably better signal when a fellow member already do so. This intuition is supported by the literature (see for example Persico, 2004). 
However, free-riding is not reflected in proposition 3. An explanation for the positive relationship found in the section above is that the members only benefit from exerting effort when the project is implemented. The initial value of the project is negative and remaining the status quo does not lead to a positive utility. The most liked alternative, implementing the project when the expected payoff is positive, could only be reached in case both members received a ‘good’ signal. In all other scenarios, the status quo is remained which implies that members receive only the disutility of exerting effort. All members have an incentive to prevent a possibly ‘good’ project from not being implemented. Therefore, the effort levels of members are positively related to each other. Literature shows that conservatism toward the most liked alternative indeed could prevent members from free-riding (Li, 2001). 
For example, suppose that member 2 exerts a high level of effort and receives a ‘good’ signal. If member 1 exerts less effort and receives a ‘bad’ signal, then the message pool will consist of a ‘good’ and ‘bad’ signal. First-best voting behavior would lead to vote for remaining the status quo. Ex post, giving this result, member 1 would in this case be better off by exerting no effort at all since this saves him the costs of exerting effort and it is expected to lead to the same result. However, in case the state of the world is indeed ‘good’, remaining the status quo is not the most preferred alternative for member. Member 1 would have been better off when the project was implemented. As a consequence, member 1 has an incentive to exert more effort since this is likely to increase the probability of getting concurring signals (assuming that ) and thereby increases the probability that a valuable project is implemented. Alternatively, when member 2 does not exert much effort, member 1 is also not incentivized to do so. This because the effort he exerts is likely to be lost when member 2 receives a non-representative signal as a consequence of his low effort level. 
This reasoning is based upon the assumption that the same weight is attached all messages in the message pool. However, this result might change when a weighing factor is added to the messages that are based on the effort level that precedes these messages. If it is known that some members receive more accurate signals due to higher effort levels, then the votes will be based more on these ‘high-value messages’ than on the other messages. In this way, free-riding may become attractive because an inaccurate message (due to a low effort level) would not have the same distortive impact as messages that are likely to be more accurate. But as long as all members attached the same weight to every message, free-riding is not expected to occur in this model.

3.5 behavior of committee members with internal reputational concerns.
In this section, I study the effect of introducing internal reputational concerns on the behavior of committee members. What changes compared to the situation in section 3.4 is that now, besides project value, members care about their internal reputation within the committee. In the example of the 2-person committee, the internal reputation concern of member 1 contains the belief member 2 holds that member 1 is highly able. This belief held by member 2 is based on the messages send and the vote cast by member 1. With this information, member 2 will update her beliefs about the ability level of member 1. Just as before, I check whether members have an incentive to deviate from first-best behavior as described in section 3.3. 

3.5.1 messaging and voting behavior
Just as before, members get a signal before entering the messaging round. During the messaging round, they can choose to be sincere, or to be insincere. However, member 1 will now also base his behavior also on the consequences of his message on the updated belief about member 1’s ability level by member 2. Before any interaction takes place, member 2 beliefs that member 1 will be highly able with probability . After the message round, additional information becomes available to the members which they will use to update their belief about the ability level of their fellow member. I begin to assume that member behave first-best. If  and , then the probability that both members receive the same signals is higher than that both members receive different signals:  



The probability that signals concur increases in the value of  and the effort level of both members. This difference in probabilities makes is used by members to update their beliefs about the ability levels of fellow members. Take, for example, the situation in which the messages of both members conflict and members behave first-best. In this situation, member 2 will negatively update his belief about the ability level of member 1. On the contrary, member 2 will positively update his belief about the reputation of member 1 when messages concur. So, concurring signals have positive effects on the updated beliefs, whereas conflicting messages have negative effects on the updated belief hold by the fellow member:
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This implies that when both members send the same messages, this would result in a higher internal reputation than initially is the case, irrespective whether these messages are ‘good’ or ‘bad’ and whether this corresponds to the real state of the world or not. Deviating from sincere voting behavior under the given circumstances would lead to utility loss. For example, a member receives a good signal, then, this member expects the project to be valuable. Also, this member knows that if  and , then the probability of concurring signals is highest in case of behaving sincere. Deviating from sending a ‘good’ message would imply that this member increases the risk of sending a message that conflicts with the message of his fellow members, and that the project is implemented after the voting round because of a distorted message pool. Both effects are bad for the utility of this member. The same yield in case of receiving a ‘bad’ signal. By being insincere, the member takes the risk that his reputation is damaged, because of sending a conflicting signal and that the status quo is remained while implementation was likely to be the better option.
So, in case a member cares about his reputation, being sincere yield a higher payoff for any value of   and . This implies that when member 1 receives a ‘bad’ signal, it is best to send a ‘bad’ message, and when he receives a ‘good’ signal, it is best to send a ‘good’ message. This result does not differ from the messaging strategy of a member who does not care about his internal reputation.

The higher the probability of being highly able and the more effort members exert, the more likely it is that this message pool accurately reflects the ‘real state of the world’. When entering the voting round, members’ reputation with respect to the messaging round is fixed.  In case of concurring signals the reputation is improved, and in case of conflicting messages the reputation is damaged. Because ability type is defined as the possibility to be able to receive an accurate signal, after sending the message a member cannot longer positively influence the belief held by other members about his/her ability type. So, during the voting round it is not longer possible to positively influence others’ belief about your ability type by voting strategically. The interests are aligned when entering the voting round. Namely, as well in the case messages conflicts as in case messages concur both members wants to vote in order to maximize project value. 
Since it is not possible to repair reputation after sending a conflicting message, members have the same incentives as when they would not care about internal reputation. In case of two good messages a member expect the project to have positive value. As a consequence, first-best voting leads to implementation. Deviating from this strategy would mean that a member votes against the project value maximizing alternative. In case of two conflicting messages, the project value is expected to be negative, so remaining the status quo would be the first-best option. Deviating from this strategy would only mean a further loss of internal reputation, because besides conflicting message, this deviating member would show that he votes against the most favorable option from a project value perspective. No single member has an incentive to deviate from this strategy. 

Proposition 4: An equilibrium exists where internal reputational concerned members communicate and vote first-best:
As long as  and , in a 2-person committee member 1 communicate and vote first best since:
member 1 has no incentive to deviate from sincere messaging:


This follows from   and , because and 
, 
and member 1 has no incentive to deviate from voting in line with project value maximizing voting behavior since:




Because in case yield that , where for all other message combinations  and   yield that the expected value of the project is less than 0. 

This result can be generalized to larger committees. The larger the committee size, the more members will update their beliefs about the ability type of one member. A single member is therefore even more incentivized to behave sincere as in case of the 2-person committee. As a result, the message pool is assumed to represent more accurate view on the expected value of the project (as long as  and ). Therefore, Members have no incentives to deviate from voting in line with project value maximizing alternative. 
A feature of larger committees is that members not necessarily have to be pivotal. When a member is not pivotal, this member knows that his voting behavior does not influence the final outcome. But even a non-pivotal member will behave first-best like stated in proposition 3, since he has no reason to deviate for the same reasons as a pivotal member will do so. The non-pivotal member has no benefits from deviating from first best behavior.
For example, take a 3-person committee and suppose that member 1 and 2 receive both a ‘good’ signal, where member 3 received a bad signal. Member 1 will vote in line with project value maximizing behavior. Conversely, when member 1 received a bad signal, just as member 3, he will vote to remain the status quo. He does not have any incentives to vote differently than first-best. Also the non-pivotal member has, after sending the sincere message, no incentives to deviate from voting first-best. So, under the assumptions of this model, the decision making quality would improved by enlarging the committee. 

3.5.2 effort level choice
All the above findings were based on the assumption that a member exerts some level of effort. The members have to determine their effort before entering the message round. In order to determine the optimal effort level, a member will optimize his utility function of effort, based on the expected consequences of exerting this effort. Based on the described behavior strategy of the members during the decision making process, the expected utility as a function of effort becomes:



By determining the first-order conditions to effort for both members, the best-reply level of effort and optimal effort level in equilibrium can be found. The first-order condition to effort for member 1 becomes:


To optimal effort level of this member in equilibrium can be found by substituting for the best-reply equilibrium level of effort of member 2. Doing so results in the following proposition:

Proposition 5: Since the first-order condition equals , the best-reply equilibrium level of effort of an internal reputational concerned member 1 depends positively on  p, h and  The optimal equilibrium level of effort of member 1 equals .
The first-order condition shows that the higher , the more the best-reply level of effort of member 1 is positively influenced by the values of and  . The value of  is positive as long as hold that. Since and is a maximum point for . The equilibrium effort level of an internal reputational concerned member 1 is higher compared to the situation in which this member does not care about his internal reputation. This holds as long as the value of  lies between 0 and 1.

The best-reply effort level of an internal reputational concerned member 1 shows a positive relationship between p, h and  with respect to the expected utility maximizing best-reply value of . This can be explained as follows. The lower the initial value of the project, the less encouraged member 1 is to exert effort. Remaining the status quo is relatively more attractive than in case the initial value of the project is higher. Further, the higher the value of h, the more effort the agent will exert. A member is willing to exert more effort in case the possible benefits of making the right decision are larger. The higher , the more the value of h and p influences the decision on how much effort to exert to maximize his utility given a certain value of . This relationship is influenced by the expected probability of being highly able. When  is high, the member will exert higher levels of effort due to higher values of h and . But when  is low, higher value of h and  would trigger the agent less to exert more effort. 
However, the more interesting part of this proposition is the expression of the optimal equilibrium level of effort. The equilibrium effort level of an internal reputational concerned member 1 is higher compared to the equilibrium effort level of a member 1 who does not care about internal reputation. The less member 1 cares about the project value (the lower ), the relatively higher the level of effort exerted by member 1 in equilibrium. When project value is going to play a minor role, members become more incentivized to exert relatively higher levels of effort in order to gain reputation by trying to enlarge the expected probability of getting concurring signals. 

3.6 conclusion
From the decision making model presented in this chapter, it can be concluded that reputational concerns do not induce members to deviate from first-best messaging and voting behavior. However, internal reputational concerned members differ in their optimal equilibrium level of effort. Reputational concerned members exert higher levels of effort than members who are not concerned about their internal reputation. 
This outcome implies that internal reputational concerns are expected to lead to more accurate decisions. Because it is impossible for members to make ex ante commitments concerning messaging and voting behavior, the only way in which members can try to enlarge the expected probability of getting concurring signals is to exert higher levels of individual effort. Therefore, internal reputation is expected to lead to better informed members. Due to first-best voting and messaging behavior in equilibrium, these members are also expected to make more accurate decisions.

4. Variations on the model

In this chapter, I will consider some variations on the model. In section 4.1, I consider the situation where members do know their own ability level. Section 4.2 mentions the situation in which low able members are able to increase the accuracy of the signal by exerting more effort. Section 4.3 considers the consequences of enlarging the number of members within the committee. In section 4.4 discusses the consequences of allowing for previous build reputation. 

4.1 knowledge of ability
In section 3, we saw that when a member exerts effort, this member was not sure whether this ‘cost’ leads to a more accurate signal. By assuming that all members exert some positive level of effort in the committee, I could be that some members do no longer want participate in such a committee. This type of member may be reluctant to exert costly effort, without knowing whether this will have any effect on the signal obtained. In other words: the participation constraint of agents may become an obstacle to enter a committee when ability type is unsure. To investigate what would happen if potential members would know their own ability type, I add this additional ‘knowledge’ to my model. 
In this section, I assume that every member knows their own ability type and that this is personal information. A member knows his own ability level, but not the ability levels of his fellow members. When members do know whether they can increase the accuracy of their signal by exerting effort, this might change their behavior. 
To check whether a member has an incentive to behave differently from the situation were members do not know their type, I use the same method as in section 3. First I look whether member have an incentive to deviate from first-best behavior during the communication and voting round in a 2-person committee setting. After that, I check how the optimal equilibrium effort level is dependent on different variables. 
During the analysis, it is now important to make a distinction between the probability of being highly for members their selves and the prior probability that other members belief that fellow members within the committee are highly able. In this section, I assume that members do not differ in reputation when entering the committee. So, there is a common prior belief that members hold about the ability levels of other members within the committee, denoted by . For example, member 1 knows his own ability type, but does not know the ability level of member 2. For member 1, the prior probability that that member 2 is highly ably equals . Vice versa, member 2 knows his own ability level, but not that of member 1. For member 2, the prior probability that member 1 is highly able is also . Again, the members will base their updated beliefs about the ability levels of fellow members on the message pool.

4.1.1 strategy of a low able member
If a member knows that he is low able, then this member knows that exerting effort will not lead to a more accurate signal. As a consequence, this member is not able to increase the probability that his message is more likely to concur with other messages due to a higher accuracy. The ex ante expected reputation gain due to exerting effort and being sincere is therefore not longer present. Because being sincere during the messaging round is not likely to lead to an enhanced reputation ex post, being sincere is not longer the dominant strategy for a low able member.
When a low member casts a vote, he ideally should base the expected project value on the signals of fellow members. He knows that his own signal does not reveal anything about the real state of the world. The expected value of the project should therefore be based on the messages send by his fellow members. Dominant strategy for this low able member is to ignore his own signal, and vote first-best from a project value maximizing perspective. 

Proposition 6: A member of low ability will not have incentives to behave first-best.
A low able member is not able to receive an informative signal, this member has no incentives to behave first-best since for this member holds that: . 

Thus, when a low able member participates in the committee, this member will not exert any effort, and will vote in line with the expected project payoff based on the messages of fellow members. Differently stated, this low able member does not add anything valuable to the committee. Furthermore, the probability that this member gain or lose reputation is comparable with tossing a coin. For that reason, it is not likely that a reputational concerned member will participate in the committee. 

4.1.2 strategy of a highly able member
A highly able member does know that exerting more effort is likely to lead to a more accurate signal. As a result, the incentive to be sincere during the messaging round is strengthened. The probability that signals will concur during the voting round is enlarged by exerting more effort. So, during the messaging round, being sincere is again the best strategy for a reputational concerned member[footnoteRef:6].  [6:  See appendix under ‘proposition 7’ for a proof.] 


During the voting round, a highly able member has an even stronger incentive to follow his own message than in case he does not know his ability level. This is a consequence of the fact that a highly able member knows that the accuracy of his signal increase by the effort exerted. Following his signal does not only lead to a reputational gain, but is also the best behavior from a project value maximizing perspective. This hold as well in case of concurring signals as in case of conflicting signals. The result of being highly able is that when some level is exerted, the probability that your signal represents the real state of the world is more likely than that your signal is ‘wrong’. 

In order to determine his optimal effort level, member 1 will calculate the expected utility of exerting this effort. The expected utility of effort can be calculated as follows: 


The optimal expected utility of exerting effort and optimal effort level in equilibrium can be determined. Doing so results in the following proposition:

Proposition 7: Since the first-order condition equals  the best-reply equilibrium level of effort of a reputational concerned member 1 who knows that he  is highly able depends positively on p, h and . The optimal equilibrium amount of effort of member 1 equals .
The first order condition shows that the lower , the less p and h influence the optimal effort choice of member 1. Since and    denotes a maximum point for . The value of is positive as long as hold that c’(. Compared to the situation in which member 1 does not know that his ability, a member who knows that he is highly able will exert lower level of effort in equilibrium. Compared to the situation in which a member does not care about his reputation, knowing your type under reputational concerns leads in equilibrium to higher effort levels as long as .

So, it can be concluded that the optimal equilibrium amount of effort exerted by member 1 is lower in case this internal reputational concerned member knows that he is highly able, than in case in which ability type is unknown to this internal reputational concerned member. This can be explained as follows. Because the highly able type knows that he is highly able, he also knows that exerting effort increases the probability of getting a more accurate signal. Therefore, this member can exert lower levels of effort to get the same expected utility of gain as a member who does not know his ability type. 
Nevertheless, compared to a non-reputational concerned member 1, a reputational concerned member 1 who does know that he is highly able exert higher effort levels than a non-reputational concerned members as long as hold that . So, as long as the weight attached by member 1 to project value is lower than the probability of the common ex ante probability of being highly able, then still the reputational concerned member who is aware of his high ability exerts higher levels of effort than his fellow member who dot care about project value and does not know his type.
Since the members keep messaging and voting first-best in equilibrium but exert higher levels of effort, reputational concerned members who know that they are highly able are supposed to make better decisions than non-reputational concerned member as long as . 

4.2 changing the definition of being low able 
In the model I presented, a highly able member can directly influence the probability of getting an accurate signal by exerting more effort. In contrast, for the low able member effort does not increase the expected accuracy of the signal. Of course, this clear distinction needs not to be existent in real life. Also for the low able member exerting effort will somehow lead to a more accurate signal. Exerting some level of effort would intuitively always be better than exerting no effort at all. One could therefore consider a model where also the low able member increases the probability of an informative signal by exerting effort. The difference between highly able and low able members will than be present in the difference between the efficiency levels of effort. Where a highly able member effort has a direct effect on the expected accuracy of the signal, the low able member might have an additional distortive term in this relationship. In the model, this could be captured as follows:
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This difference will change the results of the model. In general, this assumption makes it possible for a low able member to increase the probability of getting an accurate signal. As a result, also for the low able member it is possible to positively influence their internal reputation by exerting effort. The risk of exerting costly effort is lower, making exerting effort more attractive to members. In case of not knowing your ability levels, members will be more motivated to exert effort before entering the message round. 
In case members do know their ability levels, low able members now have an opportunity to be perceived as highly able by exerting effort. Instead of doing nothing at all, low able members will exert effort in order to try to build reputation. For the highly able members, this assumption implies that the updated belief of a fellow member will be better, because the probability that a fellow member is not able to update their belief properly is lower. This is all due to the fact that now also a low able member could influence the decision making process positively.
Making the low able members more able will strengthen the incentive for members to exert effort, both in case members do know their type and in case members don’t. Where in the original case a member expects that a fraction of members deliver worthless input, this is not longer true in this case.

4.3 group size
In the examples used to elaborate the model, I used the smallest possible committees in order to get useful insights in the behavioral mechanisms behind the decision making procedure while keeping the calculations feasible. However, in real life, committees will consist of more members. The traditional approach toward an increase in group size is that an increase in size results in a better assessment of the project value. As long as there is a certain probability that members are highly able, more signals makes is more likely that the message pool represents the state of the world. Also, the influence of a single member decreases. For reputational concerns, this means that fellow members have more references to update their beliefs about the perceived ability of a fellow member.
In case of a majority rule, the vote of the members will be in line with the concurring majority of signals in the message pool. Members’ votes are based on their own information as on the information accumulated in the message pool. The more messages were sent, the more accurate the project value can be determined from this message pool. From both reputational and project value perspective, members have even stronger incentives to vote first-best. The effect that more members update their belief about your reputation could be captured by adding an additional weight to the reputational part in the objective function of the agent, for example by multiplying with the amount of members in the committee. In the objective function, this could look like  Relative performance becomes more important.
Another issue is that the probability of being pivotal diminishes in larger groups. This might discourage members to invest in information. For example, under the unanimity requirement the probability that a member is pivotal is smaller in case the group size enlarges. When the committee consists of more members, the probability that you are the only member that receives a deviant signal is lower than in case of very small committees. 

4.4 reputational differences before entering the meeting.
The presented model does not allow members to have different reputations before entering the meeting. However, in practice it might be the case that some members already have built some reputation in previous committees. In such cases, it is possible that members belief that the ability level of this member ex ante is expected to be higher than the ex ante probabilities of being highly able of other members. In the model, this would imply that the probability of being highly able varies over different persons in the committee. For example, in case a member i is a well-known authority, the common prior probability of being highly able is higher than average: . Conversely, when a member j has already failed in a committee, than this would imply in the model should be captured that . This will have consequences for the weight fellow members attach to messages and votes of these different members. 
The effects of allowing for differences between the common prior beliefs about ability level between committee members can be partly studied by expanding the analysis of section 4.1.2. We should therefore allow for the possibility that   and  differ from each other. That means that the prior common belief about the ability level of member 2 hold by all other members of the group, except member 2 itself, can differ from the common prior belief about the ability level of member 1 hold by all group members, except member 1 himself. It can be concluded that if , than member 1 will exert lower level of effort in equilibrium. If , than member 1 will exert higher levels of effort in equilibrium in case  the prior belief about ability type of members differ.[footnoteRef:7]   [7:  See appendix under ‘section 4.4’ for a proof.] 

This result from the 2-person committee gives an interesting insight in how reputational concerns could work out in larger committees. In case some members know that a certain member is an expert, then it would become attractive for other members to adapt their vote to the message of this ‘expert member’. However, the conclusion from the 2-person committee model would predict that especially this (expected) highly able member would exert a lower level of effort than in case he did not know that other members perceive him as being an expert member. As a consequence, the final outcome due to group decision making would be distorted. By introducing a model that captures multiple periods, it would be interesting to check whether these effects do apply due to internal reputational concerns of these ‘expert members’.


5. Concluding remarks

In this thesis, I introduced a model that captures internal reputational concerns in a group decision process. In the setting of a 2-person committee, the effect was studied of introducing internal reputational concerns. Also, some variations on the model are studied in section 4. In this section, I will shortly recapitulate the main effects of internal reputational concerns. Section 5.2 mentions some suggestions for further research.

5.1 effects of internal reputation on the decision making process
In the model presented, members have to decide about whether or not to implement a project. Before entering the meeting, members have to gather information. Because members cannot interact before entering the meeting, they have to base their effort level on the expected consequences of exerting this effort. Further, members have to determine their messaging and voting strategies during the decision making process. 
First, I assumed that members do not know the ability type of their fellow members. Also, members do not know their own ability type. Concerning messaging and voting behavior both members, with and without reputational concerns, do not have incentives to deviate from first-best messaging and voting behavior. Concerning the effort level choice, section 2 showed that members of a committee exert higher levels of effort in equilibrium when they care about internal reputation. Since both internal reputational concerned as non-reputational concerned members have no incentives to deviate from first-best behavior, a higher effort level is expected to lead to a more accurate decision. 

However, some nuances have to be made on this result. In chapter 4, it was shown that if members do know their own ability types, the result might be different. When agents know that they low able, they have no incentives to behave first-best, since effort does not longer make the signal more accurate. In this way, these low able members are not expected to be longer able to positively influence their expected utility. Therefore, it is likely that these members will not enter the committee. If members know that there are highly able, than these members know that the accuracy of the signal will increase in the amount of effort exerted. As a consequence, these members will exert relatively lower levels of effort in equilibrium compared to the situation in which an internal reputational concerned member does not know his own ability type. However, the model shows that this highly able reputational concerned member will still exert more effort than a member who is not reputational concerned as long as the weight a member attaches to the project value is lower than the common prior belief about ability level hold by members.

5.2 suggestions for further research
The model presented suggests that internal reputation can lead to more accurate decision making. However, the model is restricted to a 1 period game, in which prior interaction with committee members is not possible. It would be interesting to add the possibility of interaction between members before members have to send their messages. By adding such interaction possibilities before the final decision making actions, reputational concerned members might be incentivized to make commitments with other members on which message to send, or how much effort to exert. 
Further, it would be interesting to combine internal and external reputation in one model. Reputational concerned members than faces, besides the beliefs of their fellow members, also a ‘third’ party who update his belief based on the outcome of the group process overall. From the perspective of external reputation, committee members might behave distortive in order to signal consensus toward the outside world. However, doing so might cause internal reputational damage.
Another valuable addition to the theoretic model presented would be to perform a field experiment to check whether this model of internal reputational concerns works out in real life. This could be done by setting up an environment in which the circumstances of the model are simulated. To monitor which considerations proceeds behavior, participants should be questioned about what motivates them to behave as they did, and how they rank the reputation of group members ex ante and ex post. Combining these two information sets might give additional valuable insights in the considerations of members during the group decision making process.



Appendix 
A) Overview of the variables
-Committee design:  and 
-Given by nature: 
These four factors together with the preference type  and  influence the decision of an agent to exert effort  and whether or not to be sincere.
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Proofs per proposition

Proposition 2
Messaging strategy:
When receiving a signal ‘good’, the probability that the state of the world is high is larger than that the state of the world is low:


Thus, > as long as  has some value larger than 0. Also,  has to be larger than 0. 

Given that player 1 receives a ‘good’ signal, the probability that member 2 receives a signal ‘good’ is:


So, 

Concurring signals lead to a higher expected utility than when signals conflict:
Pr(
Pr(

Voting strategy
The expected value of  under different message composition in the message pool:




Thus, when a member faces the situation where in the message pool, when all members would be highly able (, and exert maximum effort (, than  is expected to be h in case of 2 good signals. In case of conflicting signals, the expected value of  becomes 0. When both members receive signals ‘bad’, than the expected value of  becomes –h. The lower the probability of being highly able, or the less effort members exert in case of being highly able, the smaller the expected value of  becomes. 
As long as there is some positive probability that the members are highly able, and exert in that case some level of effort, implementing in case of two good signals in the message pool is best strategy since:


In case of conflicting signal, the expected value of  in case of unknown ability level is 0 in case of equal members. When both members receive a signal ‘bad’, than voting to remain the status quo is best option:  


Proposition 3
By exerting effort, a member tries to influence the accuracy of the signal he will receive. The project will not be implemented if at least one of the members received a bad signal. As a consequence, the utility in that case consist only of the costs of effort. The expected utility of effort therefore becomes: 


Which can be written as:


The first-order condition becomes:

From this first order condition, it can be concluded that effort level is positively depended on h,  and . 

For member 2 the first-order condition becomes:


I assume that agents are identical so they must behave the same. By symmetry, the best-reply level of effort in equilibrium equals . 

To find the optimal level of effort of member 1 in equilibrium, I substitute  into the first-order condition of member 1:


Which yields:


Since by assumption , the term   is negative. As a consequence, for  being positive must hold that . Further,  is a maximum point for , since  

Proposition 4
Messaging strategy
As long as > 0. Also,  > 0 yield that:


Thus, >. 
Just as in section 2.2, it is clear that:

because  
Also:
 and since
Pr(
Pr(
Thus, being sincere is dominant strategy for a member.

Voting strategy
Voting behavior is case of conflicting signals in a 2-person committee:
If member 1 receives a bad signal and is pivotal, this member knows that the project value not be implemented when he votes for remaining the status quo. Doing so yields a better expected utility than when voting for implementing the project:

because  
If member 1 receives a ‘good’ signal than this member knows that the project is not expected to yield a positive payoff. The member will vote t remain the status quo:

because  

In case of concurring signals, it is obvious that members will not have an incentive to deviate from first-best behavior (voting according to the expected payoff) since:
 and  
It is clear that under these circumstances yield that:



So, member 1 has no incentives to deviate from first-best behavior. 

Proposition 5
Based on the described behavior strategy of the members during the decision making process, the expected utility as a function of effort becomes:



In this function,  , because the probability that the state of the world is high/low is equally likely. Further, and  and . In case of concurring signals,  is ‘good’. In case of conflicting messages, it is ‘bad’. Also  is ‘good’ in case of concurring signals, but ‘bad’ in case of conflicting messages. 

Because I assume that a member will vote according to his message, the reputational consequence remains the same for this member. Only deviating from this behavior would change the reputation after the voting round. Therefore, it is not of influence on the decision how much effort to exert. 
We know the reputational consequences for the messaging round:
Pr(
Pr(
Filling in these values gives:

This can be written as:


The first-order condition to effort of member 1 becomes:

This condition shows a positive relationship of h,  and with respect to . 

For member 2 this first-order condition becomes:


By symmetry, the best-reply level of effort in equilibrium equals .

To find the optimal level of effort of member 1 in equilibrium, we substitute into the first-order condition of member 1:

Which yields:


Since p is by assumption negative, the term is smaller than 0. As a consequence, the value of  is only positive as long as hold that . Further,  is a maximum point for , since .

How does this value compare to the situation in which members does not care about reputation?
Without reputation the optimal equilibrium level of effort was:

Both effort levels, without and with reputational concerns, can respectively be rewritten as
 and .
Since  it can be concluded that the optimal equilibrium level of effort with reputational concern is higher as long as the value of  lies between 0 and 1. 
 
Proposition 6
Messaging and voting behavior of a low able member:
Given that member 1 knows that he/she is low able, than 

Thus, when a member is low able, the probability that the fellow member receives the same or a different signal is comparable with tossing a coin:

Therefore, a low able member is not able to influence his reputation positively. As a result, sincere messaging does not lead to a higher expected updated belief about his ability level by other members. A low able member has no expected utility benefits from being sincere: .

Proposition 7
Note: in the underneath calculation, I split up  into  and , where  is the prior probability that member 2 beliefs that member 1 is highly able, and is the prior probability that member 1 beliefs that member 2 is highly able. This makes it possible to investigate the effects of allowing for differences between  and , as will be the case in section 4.4.  

Messaging and voting behavior of a highly able member:
Given that member 1 knows that he/she is highly able and receives a signal, then, the probability that member 2 receives the same/ different signal is:
 and that 
.
makes that:
 and  

The updated belief by a low able member 2:
Pr(
Pr(
Highly able member 2:
.

Determination of the optimal effort level for a highly able member 1:
When member 1 knows that he/she is highly able, than the utility of exerting effort becomes:



In this function , because the probability that the state of the world is high/low is equally likely. 
 and 
Further, . In case of concurring signals,  is good. In case of conflicting messages, it is bad. Also  is good in case of concurring signals, but bad in case of conflicting messages. Because it was showed that it is best for reputational concerned members to vote in line with their messages, the expected updated reputation of voting is the same. Therefore, it will not be of influence for the decision how much effort to exert. 
We know the reputational consequences for the messaging round:
In case of a highly able member 2 :
Pr( 
Pr(
In case of a low able member 2:
Pr(
Pr(
Filling in these values gives:


For interpreting this term for proposition 7, I continue assuming that . This leads to the following result:


This can be written like:

The first-order condition to effort for member 1 becomes:
 

Similarly, the first-order condition to effort for member 2 becomes:
 

By symmetry, the best-reply level of effort in equilibrium equals 

Substituting  into the first-order condition of member 1 gives:

Which yields:


Since p is assumed to be negative, the value of  is positive as long as hold that. Further, is a maximum point for, since 

How does this effort level compares to the situation in which a reputational concerned member does not knows his ability type?
Without knowing his ability type, the optimal equilibrium level of effort was:

Both optimal effort levels, without and with knowing your own ability type, can respectively be written like:
 and 
Since holds that  , the optimal equilibrium level of effort in case of knowing that you are highly able is lower than in case an member does not know his ability type. This holds as long as we assume that .

The optimal effort levels without knowing your type and without reputational concerns, compared with knowing your own ability type and with having reputational concerns, can respectively be written like:
 and
Compared to the situation in which a member does not care about reputation, the effort level in equilibrium is higher for a reputational concerned member who knows that he is highly able as long as   because then holds that:  
Vice versa, as long as , then the reputational concerned member who knows that he is highly able will exert lower levels of effort in equilibrium since then .
So reputational concerns leads to higher levels of effort in equilibrium as long as  as long as assumed that .

Section 4.4 Reputational differences before entering the meeting
To investigate what happen when ex ante probabilities of being highly able differ among members, in the case of proposition 7 can be expanded by adding the assumption that  can differ from . This would lead to the following analysis:

The utility function to effort of member 1 can be written like:


The first-order condition to effort for member 1 becomes:

This equation shows a positive relationship between h,  and with respect to . 

Because the term  is so small (note that all values of  and  are at most between 0 and 1, and in case of the effort levels between 0 and 0,5) that this term would have barely impact on the outcome this formula. For the convenience of the analysis, I therefore ignore this term by determining the optimal equilibrium amount of effort. Note that an increase in would have a positive impact on the best-reply amount of effort of member 1.
	
Similarly, the simplified first-order condition to effort for member 2 becomes:


By symmetry hold that the best-reply amount of effort equals  

To find the optimal level of effort of member 1 in equilibrium, we substitute the best-reply value of into the ‘simplified form’ best-reply function of member 1:

Which yields:

Since p is assumed to be negative, the value of  is positive as long as hold that  . Further,  is a maximum point for since .

How does this effort level compare to the effort level in case the prior common belief about ability level of other member was uniform?
 In case there was no distinction between ability levels, the optimal effort level of member 1 was:

So, when comparing both fractions, it can be concluded that as long as , the optimal effort level of member 1 does not differ in both situations. If , than member 1 will exert lower level of effort in equilibrium. If , than member 1 will exert higher levels of effort in equilibrium in case  the prior belief about ability type of members differ.  
 



References

Austen-Smith, D., & Banks, J. (1996). Information aggregation, rationality, and the Condorcet jury theorem. American Political Science Review , 34-45.
Austen-Smith, D., & Feddersen, T. (2002). Deliberation and Voting Rules. Northwestern University Working Paper , 1-52.
Austen-Smith, D., & Feddersen, T. J. (2006). Deliberation, Preference Uncertainty, and Voting Rules. American Political Science Review , 209-217.
Blinder, A. S., & Morgan, J. (2000). Are two heads better than one?: an expirimental analysis of group vs. individuals decisionmaking. NBER working paper series , vol. 7909. National Bureau of Economic Research, Cambridge, MA.
Brodbeck, F., Kerschreiter, R., Mojzisch, A., & Schulz-Hardt, S. (2007). Group decision making under conditions of distributed knowledge: The information asymmetries model. Academy of Management Review , 459-479.
Cai, H. (2009). Costly participation and heterogeneous preferences in informational committees. The RAND Journal of Economics , 173-189.
Coughlan, P. (2000). In defence of unanimous jury verdicts: communication, mistrials, and sincerity. American Political Science Review , 375-393.
Davis, J. (1973). Group decision and social interaction: a theory of social decision schemes. Psychological review , 97-125.
Davis, J. (1992). Some complelling intuitions about group concensus decisions, theoretical and empirical research, and interpersonal aggregation phenomena: Selected examples. Organizational Behavior and Human Decision Processes , 3-38.
Dessein, W. (2007). Why a Group Needs a Leader: Decision-making and Debate in Committees. CEPR Discussion Paper No. DP6168 , 1-55.
Doraszelski, U., Gerardi, D., & Squintani, F. (2003). Communication and Voting with Double-Sided Information. Contributions to Theoretical Economics , vol. 3 (article 6).
Feddersen, T., & Pesendorfer, W. (1998). Convicting the innocent: the inferiority of unanimous jury verdicts under strategic voting. American Political Science Review , 23-35.
Frey, D. (1986). Recent research on selective exposure to information. Advances in Experimental Social Psychology , 41-80.
Gerardi, D., & Yariv, L. (2007). Deliberative voting. Journal of Economic Theory , 317-338.
Gerardi, D., & Yariv, L. (2008). Information acquisition in committees. Games and Economic Behavior , 436-459.
Gerling, K., Gruener, H. P., Kiel, A., & Schulte, E. (2005). Information acquisition and decision making in committees: A survey. European Journal of Political Economy , 563-597.
Gersbach, H., & Hahn, V. (2001). Should the Individual Voting Records of Central Bankers be Published? Deutsche Bundesbank Discussion Paper , 02-2001.
Holmstrom, B. (1999). Managerial incentive problems: a dynamic perspective. Review of Economic Studies , 169-182.
Jeon, S. (1996). Moral hazard and reputational concerns in teams: Implications for organizational choice. International Journal of Industrial Organization , 297-315.
Levin, J. (2009). The Dynamics of Collective Reputation. The B.E. Journal of Theoretical Economics , article 27.
Levy, G. (2007). Decision Making in Committees: Trnasparancy, Reputation, and Voting Rules. The American Economic Review , 150-168.
Li, H. (2001). A Theory of Conservatism. Journal of Political Economy , 617-636.
Li, H., Rosen, S., & Suen, W. (2001). Conflicts and Common Interests in Committees. The American Economic Review , 1478-1497.
Meirowitz, A. (2007). In defense of exclusionary deliberation: communication and voting with private beliefs and values. Journal of Theoretical Politics , 301-327.
Morris, S. (2001). Political correctness. Journal of Political Economy , 231-265.
Murnighan, K., & Colon, D. (1991). The Dynamics of Intense Work Groups: A Study of Britisch String Quartets. Administrative Science Quarterly , 165-187.
Neilson, W. S., & Winter, H. (2007). Votes based on protracted deliberations. Journal of Economic Behavior & Organisation , 308-321.
Persico, N. (2004). Committee Design with Endogenous Information. Review of Economic Studies , 165-191.
Prendergast, C., & Stole, L. (1996). Impetuous youngsters and jaded old-timers: acquiring a reputation from learning. Journal of Political Economy , 1105-1134.
Schultz-Hardt, S., Frey, D., Luthgens, C., & Moscovici, S. (2000). Biased Information Search in Group Decision Making. Journal of Personality and Social Psychology , 655-669.
Sibert, A. (2003). Monetary Policy Committees: Individual and Collective Reputations. Review of Economic Studies , 649-665.
Skowronski, J. J., & Carlston, D. E. (1989). Negativity and extremity biases in impression formation: A review of explanations. Psychological Bulletin , 131-142.
Slovic, P. (1993). Perceived risk, trust, and democracy: A systems perspective. Risk Analysis , 675-682.
Sorkin, R. D., Hays, C. J., & West, R. (2001). Signal-Detection Analysis of Group Decision Making. Psychological Review , 183-203.
Suurmond, G., Swank, O. H., & Visser, B. (2004). On the bad reputation of reputational concerns. Journal of Public Economics , 2817-2838.
Swank, J., Visser, B., & Swank, O. (2008). How committees of experts interact with the outside world: some theory, and evidence from the FOMC. Journal of the European Economic Association , 478-486.
Thomas-Hunt, M. C., Ogden, T. Y., & Margaret, N. A. (2003). Who's Really Sharing? Effects of Social and Expert Status on Knowledge Exchange Within Groups. Managemet Science , 464-477.
Vinokur, A. (1971). Review and theoretical analysis of the effects of group processes upon individual and group decisions involving risk. Psychological Bulletin , 231-250.
Visser, B., & Swank, O. H. (2007). On committees of experts. The Quarterly Journal of Economics , 337-372.
Yaniv, I., & Kleinberger, E. (2000). Advice Taking in Decision Making: Egocentric Discounting and Reputation Formation. Organisational Behavior and Human Decision Processes , 260-281.


51

